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Abstract:
Distribution shifts, where deployment settings exhibit differences from training, are ubiquitous in
real-world AI deployments. Moreover, AI models are fragile to distribution shifts. Why does this
happen, and what can be done about it? This talk will outline modern principles and practices
for implementing and deploying AI that is robust to distribution shifts, with comprehensive and
practical insights. Some highlights will include the role of state-of-the-art approaches, from
foundation models to finetuning, and the most appropriate methods in various settings. This talk
will also briefly discuss how distribution shifts might interact with AI governance.
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